[bookmark: _GoBack]群晖（ds920 dsm7.2）已经有了一块nvme后，再添加一块nvme m.2 ssd

Step1&Quest1：此硬盘尚未经过M.2SSD存储池的测试或验证
解决方法：群晖关闭硬盘验证&开启m2存储空间
ssh登录到群晖后，打开文件：
vi /etc.defaults/synoinfo.conf
开启m2存储池支持
support.m2.pool = "no"   这里的no改成 yes
关闭硬盘验证
support_disk_compatibility="yes" 这里的yes改成no
重启群晖
reboot
————————————————
版权声明：本文为博主原创文章，遵循 CC 4.0 BY-SA 版权协议，转载请附上原文出处链接和本声明。                      
原文链接：https://blog.csdn.net/hahadekuai/article/details/132029187

Question2：用ssh修改synoinfo.conf后重启发现未保存以上步骤
解决方法：将文件复制到桌面修改后拷回去
Question3：用winscp发现没有root权限无法修改/覆盖源文件
解决方法：先将文件上传至群晖文件夹再用ssh root身份移动覆盖

Step2：创建储存空间

参考以下两位大佬的文章	https://wp.gxnas.com/10083.html（ds920无需打缓存补丁）
https://post.smzdm.com/p/axzz4n5d/

此处直接复制了第二篇的文章进行修改（主要把nvme0改成了nvme1）
第二步：找出nvme设备
ls /dev/nvme*
一般情况会显示 /dev/nvme0n1 和 /dev/nvme1n1，下面以/dev/nvme0n1为例，/dev/nvme1n1同理，只需要更改数字即可
[image: IMG_256]
第三步：查看磁盘信息
fdisk -l /dev/nvme1n1
[image: IMG_257]
第四步：分区
synopartition --part /dev/nvme1n1 12
在出现warning字样时输入Y
[image: IMG_258]
Question4：创建分区时，报错[/sbin/sfdisk -N1 -uS -q -f -j2048 -z4980480 -tfd -F /dev/nvme0n1] failed. err=255
[image: ]目前全网就只在此处有讨论并且貌似没有准确回复https://www.reddit.com/r/synology/comments/fqf1zl/issue_about_adding_nvme_disk_as_storage_pool_in/
咨询chatgpt决定采用手动创建分区
使用 fdisk 创建新的分区表：
fdisk /dev/nvme1n1
在 fdisk 提示符下：
输入 n 创建新的分区。
[image: ]
这样应该是可以创建分区的，但我感觉没成功就ctrlc退出来执行了fdisk -l /dev/nvme1n1看了一下情况，发现与下一步返回结果一样也就没有去深究上一步有没有问题了。

合理猜测上一步无论有没有报错都已经完成了分区的创建（我在下一步没有看到刚刚创建的124mb的空间）

第五步：查看分区布局
fdisk -l /dev/nvme1n1
5[image: IMG_259]
第六步：查看现有阵列
cat /proc/mdstat
[image: IMG_260]
第七步：确定阵列序号
第六步查看现有阵列已经看到目前群晖已经有几个阵列了，选取一个系统没有的阵列序号，这里以md5为例
第八步：创建阵列
第一章：创建阵列一——btrfs文件系统（单盘模式）
mdadm --create /dev/md5 --level=1 --raid-devices=1 --force /dev/nvme1n1p3
mkfs.btrfs -f /dev/md5
[image: IMG_261]
[image: IMG_262]
第二章：创建阵列二——raid0阵列
这里默认你的第二块盘也已经完成分区，如果没有请重复上述第三步到第五步
mdadm --create /dev/md5 --level=0 --raid-devices=2 --force /dev/nvme0n1p3 /dev/nvme1n1p3
第三章：常见阵列三——raid1阵列
mdadm --create /dev/md5 --level=1 --raid-devices=2 --force /dev/nvme0n1p3 /dev/nvme1n1p3
[image: IMG_263]
第九步：重启
reboot
第十步：恢复存储空间
重启进入群晖后，系统会提示可以恢复存储池，进入存储管理器，按系统提示点击恢复即可使用。
[image: IMG_264]
[image: IMG_265]
目前只有创建raid0阵列时会遇到具体修复办法是，进入群晖套件中心，打开SAN Manager，删除LUN，然后即可正常创建存储池。
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‘00t@Andy NAS_84TB:~# synopartition --part /dev/nvmeenl 12

Device Sectors (Version8: SupportRaid)
/dev/nvmeonll 4980480 (2431 MB)
/dev/nvmeon12 4194304 (2048 MB)

Reserved size: 260352 ( 127 MB)

Primary data partition will be created.

WARNING: This action will erase all data on '/dev/nvme@nl’ and repart it, are you sure to continue? [y/N]
Cleaning all partitions...
Creating sys partitions...
[/sbin/sfdisk -N1 -uS -q -f -j2048 -24980480 -tfd -F /dev/nvmednl] failed. err=255
Create system partitions failed.
‘00t@Andy NAS_84TB:~# /sbin/sfdisk -N1 -uS -q -f -j2048 -z4980480 -tfd -F /dev/nvme@nl
[/dev/nvmeon1] is a partition
‘00t@Andy NAS_84TB:~# fdisk -1 /dev/nvmeonl
Disk /dev/nvme@nl: 465.8 GiB, 500107862016 bytes, 976773168 sectors
Units: sectors of 1 * 512 = 512 bytes
Sector size (logical/physical): 512 bytes / 512 bytes
1/0 size (minimum/optimal): 512 bytes / 512 bytes
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root@GUA:~# fdisk /dev/nvmelnl

Changes will remain in memory only, until you decide to write them.
Be careful before using the write command.

Command (m for help):
Partition type
p primary (3 primary, 0 extended, 1 free)

e extended (co, iner for logical partitions)
Select (default e):

Selected partition 4
First sector (9173115-1000215215, default 9175040) : @Es
Last sector, +/-sectors or +/-size{K,M,G,T,P} (9175040-9430154, default 9430154):

Created a new partition 4 of type 'Linux' and of size 124.6 MiB. ERORNIEIERY
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/dev/nvmeOnl2 4194304 (2048 MB)
Reserved size: 262144 ( 128 MB)
Primary data partition will be created.

WARNING: This action will erase all data on '/dev/nvmeOnl' and repart it, are yol
u sure to continue? [y/N] y

Cleaning all partitions...

Creating sys partitions...

Creating primary data partition...

Please remember to mdadm and mkfs new partitions.
root@mingbingwei:~#[ fdisk —1 /dev/nvme0nl
Disk /dev/nvmeOnl: 1.9 TiB, 2048408248320 bytes, 4000797360 sectors
Disk model: Asgard AN2 2TNVMe-M.2/80

Units: sectors of 1 * 512 = 512 bytes

Sector size (logical/physical): 512 bytes / 512 bytes

1/0 size (minimum/optimal): 512 bytes / 512 bytes

Disklabel type: dos

Disk identifier: 0x5£80cc00

Device Boot Start End Sectors Size Id Type

/dev/nvmeOnlpl 256 4980735 4980480 2.4G fd Linux raid autodetect
/dev/nvmeOnlp2 4980736 9175039 4194304 2G fd Linux raid autodetect]
/dev/nvmeOnlp3 9437184 4000795469 3991358286 1.9T fd Linux rai‘E’qﬁgg
root@mingbingwei:~# []
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Device Boot Start End Sectors Size Id Type

/dev/nvme0nlpl 256 4980735 4980480 2.4G f£d Linux
/dev/nvmeOnlp2 4980736 9175039 4194304  2G £d Linux
/dev/nvme0nlp3 9437184 4000795469 3991358286 1.9T fd Linux
root@mingbingwei:~#[cat /proc/mdstat

Personalities : [raidl] [raid0] [raid6] [raid5] [raid4] [raidFl

md2 : active raidl sdf3[0]

md3

md4

md 1

md0

458127168 blocks super 1.2 [1/1] [U]

active raidl sdj3[0]
3896294208 blocks super 1.2 [1/1] [U]

active raid5 sdh3[0] sdg3[2] sdn3[3] sde3[4] sd13[5]

raid autodetect]
raid autodetect]
raid autodetect]

31213208832 blocks super 1.2 level 5, 64k chunk, algorithm 2 [5/5] [UUUUU]

active raidl sdf2[4] sdj2[0] sd12[6] sde2[5] sdg2[3] sdh2[2] sdn2[l]
]

2097088 blocks [16/7] [UUUUUUU

active raidl sdfl[5] sdjl[0] sd11[6] sdel[4] sdgl[3] sdhl[2] sdnl[l
]

8388544 blocks [16/7] [UUUUUUU

unused devices: <none>
root@mingbingwei:~# []

@ trams
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Device Sectors (Version7: SupportRaid)
/dev/nvmelnll 4980480 (2431 MB)
 /dev/nvmelnl2 4194304 (2048 MB)
Reserved size: 262144 ( 128 MB)
Primary data partition will be created.

WARNING: This action will erase all data on '/dev/nvmelnl' and repart it, are yol

u sure to continue? [y/N] y

Cleaning all partitions...

Creating sys partitions...

Creating primary data partition...

Please remember to mdadm and mkfs new partitions.

root@mingbingwei:~# mdadm ——create /dev/md5 —-level=1 —-raid-devices=1 ——force /

ev/nvmeUnlp.

mdadm: Note: this array has metadata at the start and
may not be suitable as a boot device. If you plan to
store '/boot' on this device please ensure that
your boot-loader understands md/vl.x metadata, or use
~-metadata=0.90

Continue creating array? y

mdadm: Defaulting to version 1.2 metadata

mdadm: array /dev/md5 started. s

root@mingbingwei:~# [] @ Al
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ERROR: unable to open /dev/md4: Device or resource busy
root@mingbingwei:~#
btrfs-progs v4.0

See http://btrfs.wiki.kernel.org for more information.

Performing full device TRIM (1.86TiB) ...

Label: (null)
UUID: ca02£475-abfe-401e-9£30-Ted194bac84l
Node size: 16384
Sector size: 4096
Filesystem size: 1.86TiB
Block group profiles:
Data: single 8.00MiB
Metadata: DUP 1.01GiB
System: DUP 12.00MiB
SSD detected: no

Incompat features: extref, skinny-metadata
Number of devices: 1

Devices:
D SIZE PATH
1 1.86TiB /dev/md5

® tamm

root@mingbingwei:~# []
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& login as: root
root@10.10.10.10's password:
P

Synology strongly advises you not to run commands as the root user, who has
the highest privileges on the system. Doing so may cause major damages

to the system. Please note that if you choose to proceed, all consequences are
at your own risk.

root@mingbingwei:~# mdadm ——create /dev/md5 —-level=1 —-raid-devices=2 —-force /

ev/nvmeOnlp3 /dev/nvmelnlp

mdadm: Note: this array has metadata at the start and
may not be suitable as a boot device. If you plan to
store '/boot' on this device please ensure that
your boot-loader understands md/vl.x metadata, or use
~-metadata=0.90

Continue creating array? y

mdadm: Defaulting to version 1.2 metadata

mdadm: array /dev/md5 started.

root@mingbingwei:~# []
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& login as: root
root@10.10.10.10's password:
P

Synology strongly advises you not to run commands as the root user, who has
the highest privileges on the system. Doing so may cause major damages

to the system. Please note that if you choose to proceed, all consequences are

at your own risk.

root@mingbingwei:~# |1s /dev/nvme*
/dev/nvme0 /dev/nvmeOnl /dev/nvmel /dev/nvmelnl
root@mingbingwei:~# []
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& login as: root
root@10.10.10.10's password:
P

Synology strongly advises you not to run commands as the root user, who has
the highest privileges on the system. Doing so may cause major damages

to the system. Please note that if you choose to proceed, all consequences are
at your own risk.

root@mingbingwei:~# ls /dev/nvme*
/dev/nvme0 /dev/nvmeOnl /dev/nvmel /dev/nvmelnl
root@mingbingwei:~# [fdisk -1 /dev/nvmeOnl
Disk /dev/nvmeOnl: 1.9 TiB, 2048408248320 bytes, 4000797360 sectors
Disk model: Asgard AN2 2TNVMe-M.2/80

Units: sectors of 1 * 512 = 512 bytes

Sector size (logical/physical): 512 bytes / 512 bytes

1/0 size (minimum/optimal): 512 bytes / 512 bytes
root@mingbingwei:~#
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root@mingbingwei:~# ls /dev/nvme*

/dev/nvme0 /dev/nvmeOnl /dev/nvmel /dev/nvmelnl
root@mingbingwei:~# fdisk -1 /dev/nvme0nl

Disk /dev/nvmeOnl: 1.9 TiB, 2048408248320 bytes, 4000797360 sectors
Disk model: Asgard AN2 2TNVMe-M.2/80

Units: sectors of 1 * 512 = 512 bytes

Sector size (logical/physical): 512 bytes / 512 bytes
1/0 size (minimum/optimal): 512 bytes / 512 bytes
root@mingbingwei:~# fynopartition ——part /dev/nvme0nl 12

Device Sectors (Version7: SupportRaid)
/dev/nvmeOnll 4980480 (2431 MB)
/dev/nvmeOnl2 4194304 (2048 MB)

Reserved size: 262144 ( 128 MB)

Primary data partition will be created.

WARNING: This action will erase all data on '/dev/nvmeOnl' and repart it, are yol
u sure to continue? [y/NI[y
Cleaning all partitions..:
Creating sys partitions...
Creating primary data partition...
Please remember to mdadm and mkfs new partitions. (&1
root@mingbingwei:~# [] @ Al





